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Abstract

Predicting the properties of a molecule from its structure is central to drug
discovery and materials design, and experimental measurements are slow and
costly. Graph neural networks treat a molecule as a graph of atoms and
bonds and learn representations directly from it. This dissertation studies
how to make such models accurate when labelled data are scarce. It proposes
a message-passing network that encodes bond angles and ring membership,
a pre-training objective that predicts masked substructures on ten million
unlabelled molecules, and a calibration method for its uncertainty estimates.
On eight property benchmarks the pre-trained model reduces mean absolute
error by 17% on average compared with the same architecture trained from

scratch.

Keywords: graph neural networks, molecular property prediction, self-
supervised pre-training, uncertainty calibration
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Chapter 1

Introduction

Screening candidate molecules by experiment is slow, and simulating them
from first principles is expensive. Machine-learning models that predict prop-
erties from structure can narrow the search. Graph neural networks have
become the standard architecture for this task because they operate directly

on the molecular graph [1].



Chapter 2

Background

A message-passing neural network updates the representation h, of each atom

v from its neighbours N (v) over T' rounds,
B = U(hf,, S MR R, evw)), 2.1)
weN (v)

and a readout function pools the atoms into a molecular representation [1].
Graph convolutional networks are a special case with a fixed, normalized mes-

sage function [2].



Chapter 3

Geometry-Aware

Pre-Training

Our messages include the angles between adjacent bonds and a flag for ring
membership, and the network is pre-trained to reconstruct masked substruc-

tures before it is fine-tuned on each property.
Unlabelled Masked-substructure Fine-tuning on Calibrated
molecules pre-training a property prediction

Figure 3.1: Pre-training on unlabelled molecules before property fine-tuning.




Chapter 4

Results

Table 4.1 reports mean absolute error on three of the eight benchmarks.

Table 4.1: Mean absolute error on property benchmarks (lower is better).

Model Solubility Lipophilicity Band gap (eV)
From scratch 0.71 0.66 0.142
Pre-trained 0.58 0.55 0.119




Chapter 5

Conclusion

Encoding molecular geometry in messages and pre-training on unlabelled
molecules both help when labels are scarce, and calibrated uncertainty tells a

chemist when to trust a prediction.
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Appendix A
Pre-Training Data

The pre-training set contained ten million molecules drawn from a public

database, filtered to at most 50 heavy atoms.
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